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1 Introduction

Since the times, when frequency scaling became unfeasible, because every circuit known must abide the
following equation1:

P = C · V 2 · f

there is a tendency to add a higher number of less capable execution units instead of building fewer, more
capable but also significantly more power hungry execution units. This is, where massive parallelism
comes into play. Graphics Processing Units once applicable to graphics tasks only, are now capable
to compute general purpose calculations. The reason for it consists in fact, that the development of
their particular small cores follows Moore’s law too. [30] GPUs with this kind of capability became
known as General Purposse GPUs. With the hardware in place, several approaches to programming
for these GPGPUs or, synonymously and more generally, for accelerators, became quite commonplace.
This work deals with an approach called compiler directives programming, in particular, with OpenACC
and OpenMP 4.0. Mentions of as well as traditional multi-core CPU programming will be done for
comparison. The latter serves as a baseline in measurements.

2 OpenACC and other Models for Heterogeneous Computer Systems
Programming

The scope of OpenACC application is only on, or below a node level. A node is, somewhat simplified,
one motherboard in a cluster. That means, with OpenACC only, there is no inter-node communication
possible. Also, OpenACC on its own does not enable parallel programming of CPUs. For this, OpenMP
can be used. It enables “host-directed execution with an attached accelerator device.” [41, 1.2 Execution
Model]

2.1 Programming Model

The OpenACCTM specification describes “the compiler directives, library routines and environment vari-
ables that collectively define the OpenACCTM Application Programming Interface (OpenACC API) for
offloading programs written in C, C++ and Fortran programs from a host CPU to an attached accelerator
device.” [41] This is done through the use of pragmas in C/C++ or guided comments in Fortran and ex-
tends the ISO/ANSI standard. The ultimate goal is to enable portability across operating systems, various
CPU and accelerator combinations and to provide an abstraction level that takes care of managing “data
or program transfers between the host and accelerator,” [41] accelerator startup and shutdown.
The programming model still allows the programmer to “augment information available to the compiler
[and explicitly define] data local to an accelerator.” [41, 1. Inroduction] Generally, OpenACC does not
prevent hand-optimization of code for better performance. On the other hand, such optimization will
most likely not meet the performance targets of thoroughly optimized OpenCL or CUDA written code
for a particular device.

2.2 Execution Model

The execution model is host-directed and compute intesive regions of user application are offloaded
onto the attached accelerator device, such as a GPU. [41, 1.2 Execution Model] There are typically two
types of regions, the parallel and the kernels region. These are offloaded to the accelerator device and
are executed there. While a parallel region contains work sharing loops, the kernel region contains
one or more loops, which are executed as kernels on the accelerator. [41, 1.2 Execution Model] “Even
in accelerator-targeted regions, the host may orchestrate the execution by allocating memory on the
accelerator device, initiating data transfer, sending the code to the accelerator, passing arguments to the
compute region, queuing the device code, waiting for completion, transferring results back to the host,

1P stands for power, C for capacitance, V for voltage and f for frequency
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and deallocating memory. In most cases, the host can queue a sequence of operations to be executed
on the device, one after the other.” [41, 1.2 Execution Model] Typically, accelerator devices support
two or three levels of parallelism, a coarse-grain, a fine-grain and a vector or SIMD parallelism. The
coarse-grain parallelism aims to divide work between execution units. An example is one execution
unit of a Streaming Multiprocessor (SM). Such design is employed in Fermi architecture based NVIDIA
GPUs and accelerators. The fine-grain parallelism is employed inside an execution unit and is mostly
implemented in form of threads. Finally, the vector or SIMD parallelism assign work to the most basic
execution units such as a CUDA core or a shader. These levels of parallelism are implemented as gang,
worker and vector in OpenACC, corresponding to coarse-grained, fine-grained and vector parallelism.
Also, new in OpenACC 2.0, the hierarchy structure has following features: a vector must be contained
inside a worker and a worker inside a gang, this is not optional anymore. [41, 1.7 Changes from Version
1.0 to 2.0] This implies a gang must be started first, when launching a compute region on the accelerator
device. First, the device starts in gang-redundant mode (GR mode). In that mode, one vector lane in one
worker in each gang executes the same code redundantly. If a loop or loop nest marked for gang-level
work-sharing is reached, the program starts to execute in gang-partitioned mode (GP mode). There, the
iterations of the loop are partitioned across gangs, but still with only one vector lane per worker per gang
active. In either GR or GP mode, if only one worked or vector lane is active, the program is in worker-
single (WS mode) or vector-single (VS mode) accordingly. Analogously to gang-partitioned mode, the
program enters worker-partitioned mode (WP mode), if a loop or loop nest marked for worker-level
work-sharing is reached. This activates all workers in a gang and mapps iterations of the loop onto
them. If the loop is marked for both GP and WP, then the iterations of the loop are spread across all the
workers of all the gangs. Analogously, should a vector-partitioned mode (VP mode) exist, iterations of
the loop(s) will be partitioned across the vector lanes using vector or SIMD operations. A loop may be
marked for one, two or three levels of parallelism, but the hierarchy has to be taken into account. The
execution is started on the host in a single thread identified by a program counter and its stack, where
it can be parallelized by using e.g. OpenMP API. The host thread, or one of the host threads, starts a
parallel context on the device. A thread on the accelerator is a single vector lane of a single worker and
a single gang. [41]
The implementation of barrier synchronization or locks across gangs, workers or vectors is not recom-
mended. The execution model allows for an implementation, that executes some gangs before others.
Barriers would, on the other hand, hurt portability, as not all gangs must be active at the same time. This
applies similarly to workers and vectors as well. On some devices, parallel kernels may be started. Then,
OpenACC directives may be executed by the host or accelerator thread. In the specification, the terms
local thread and local memory are used to describe the thread, that executes the directive, or the memory
associated with that thread independently of whether the thread executes on the host or the accelerator.
Most accelerators can operate asynchronosly with respect to the host thread. In such case, there is one
or more activity queues. After enqueuing the operation, such as data transfers or procedure execution,
the host thread can continue execution, while the device executes operations independently. The host
may wait for all operations of a queue to complete. That still does not disable the execution of different
activity queues, which may complete in any order. [41, 1.2 Execution Model]

2.3 Memory Model

Unlike a host-only program, host+accelerator program can have two or more separate memories. This is
a big difference between OpenMP prior to OpenMP 4.0 and OpenACC. OpenMP was designed for shared
memory systems and simultaneous multi-threading. OpenACC by design violates the first design point
of OpenMP, which until recently did not allow for separate memory. In OpenACC, all data movement
is directed by the host thread, typically using direct memory access (DMA) transfers. It is discouraged
to assume that the device can read or write host memory. This may be possible, but mostly with a
performance penalty. [41, 1.3 Memory Model] There are limits for the execution owing to following
memory model properties:
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• The bus between host and accelerator device, based mostly on PCIe, is very slow compared to the
access of host memory by host or accelerator memory by accelerator.

• The accelerator memory is, with current implementations, limited and may prohibit operations on
very large amounts of data, if there isn’t any possibility, how to split this data up.

• Pointer operations will be affected by the separation of host and device memories.

Devices may implement weak consistency memory model among different execution units or within
execution unit. In the second case, memory coherency is guaranteed by a barrier. Caches, which may
be implemented in software or hardware, are managed implicitly by the compiler with hints from the
programmer. [19, Execution Model, pp.6] Data movement is implicit and managed by compiler. Data
transfers can be orchestrated, mostly as optimization, by the use of data environment. “Data in this
environment have an explicit lifetime, from when it is created or allocated until it is deleted.” [41, 1.3
Memory Model] More about the data environment behaviour will be presented through examples in
section. 2.5

2.4 Directives Format

To OpenMP users, OpenACC directives format will be familiar, see subsection 2.1 Every directive is
introduced by a pragma in C/C++ such as #pragma acc or guided comment such as !$acc or c$acc
or *$acc in Fortran. Then, directives and an optional list of clauses follow. The API call is closed by a
new-line character.

#pragma acc directive-name [clause [[,] clause]...] new-line

Some common clauses for instance are if(clause) or sync(handle).

2.5 Example in OpenACC and Equivalent in OpenMP

In general, programs that shall execute many independent simple operations are relativelly easy and pop-
ular to implement on accelerators. Obvious examples could be vector or matrix addition, multiplication
or other basic operations and simple combinations of those. These tasks tend to be very compute in-
tensive and are essential in applications such as modelling of moving particles or changes across many
measurement points as the main use cases. A great example would be Point Jacobi Iterative method. [25]
Following few notable examples in C shall illustrate, how to parallelize single-threaded, simple but
widely used routines.

SAXPY in OpenACC

Single-precision A times X plus Y is a very simple vector scale and add operation. [35]

void saxpy(
int n,
float a,
float *x,
float *restrict y)

{
#pragma acc kernels
for (int i = 0; i < n; ++i)

y[i] = a*x[i] + y[i];
}
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As the reader can see, there are a scalar and two arrays, all of them of float type. n stands for the size of the
array. The restrict type qualifier just tells the compiler that the value accessed by the pointer was modified
and will not be accessed in the future. That is a very easy optimization, which can lead to significant
performance gain. The array y will be overwritten. The #pragma line signifies an OpenACC API call.
The directive kernels can be used with parallelism-unsafe code, meaning, with a code, wherein write
operations to a variable could happen simultaneously. In this case, the compiler will try to parallelize the
for loop as well as it can, as there is obviosly no parallel write operation to the same variable. In such
case, we could just as well change the line to

#pragma acc parallel loop

This would cause explicit parallel execution of the loop. [25] If we want to make this example a bit more
performant, we can manage the data by hand.

void saxpy(
int n,
float a,
float *x,
float *restrict y)

{
#pragma acc data copyin(x[0:n])
#pragma acc parallel copy(y[0:n])
#pragma acc kernels
for (int i = 0; i < n; ++i)

y[i] = a*x[i] + y[i];
}

We want to make read-writable array y and a readable array x in its whole length (0 through n) available
to the device, this should leave less space for error to the compiler and should also improve performance
by a large margin, if we changed array y and executed the for loop once again.

SAXPY in OpenMP

Quickly, we can translate the OpenACC version to OpenMP. The parallel loop directive has a simple
translation to OpenMP. In case of OpenMP, the following code example would run only on a CPU (with
shared address space memory etc.) [51]

void saxpy(
int n,
float a,
float *x,
float *restrict y)

{
#pragma omp parallel for
for (int i = 0; i < n; ++i)

y[i] = a*x[i] + y[i];
}

To make this example run on an accelerator device, we need to call additional APIs. [46, p.10]

void saxpy(
int n,
float a,
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float *x,
float *restrict y)

{
#pragma omp target data map(to:x[0:n])
#pragma omp target device(0) map(tofrom:y[0:n])
#pragma omp parallel for
for (int i = 0; i < n; ++i)

y[i] = a*x[i] + y[i];
}

This makes the program a little bit more complex. We say, we want to run this loop on a target de-
vice 0 and that we want to make read-writable array y and a readable array x in its whole length
(0 through n) available to the device. The device(0) can also be set through environment variable
OMP_DEFAULT_DEVICE=<int> or if only one device is present, omited entirely. This example is
meant for Intel Xeon Phi “Knights Corner” coprocessor. Why this is so will be explained in subsection
2.10.

2.6 New Features in OpenACC 2.0

The OpenACC 2.0 specification is about two times the OpenACC 1.0 [40] in length. This gives a hint,
there are some exciting new features and other additions.

Function calls within compute regions

OpenACC 1.0 compilers rely on inlining function and subroutine calls within compute regions. [36] In
OpenACC 2.0 there is a new routine directive. This instructs the compiler to build an accelerated version
of a given function or subroutine, that may be called inside a device region. Optimization clauses, for
gang, worker, vector and seq (sequential) parallelism are still available.

Unstructured data regions

In OpenACC 1.0, data regions are always structured and end with the lexical scope of a function. In
OpenACC 2.0 #pragma acc enter data and #pragma acc exit data define a data region
begin and end, which may help handling certain situations better. For example, begining a data region
inside a function and ending it inside another function would not be possible in OpenACC 1.0. [41, 2.6.2
Data Regions and Data Lifetimes]

Nested parallelism

In OpenACC 2.0, it is now possible to include #pragma acc parallel loop or #pragma acc
kernels regions inside any of them. This, combined with the clarification of allowable loop nesting
hierarchy, can help getting more dynamic parallelism or optimize better.

device_type Clause

This helps with writing device specific code, which may be better optimized, without using complicated
#ifndef workarounds. The following example shows, how defining vector unit width for more devices
at once is much simpler. [41, 2.7.8 device_type clause]

#pragma acc parallel loop \
device_type(nvidia) vector_length(256) \
device_type(radeon) vector_length(512) \

vector_length(64)
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atomic Directive

The atomic directive serves a purpose of a lock. It prevents other threads from writing to a variable.
This can come in handy, if you want to increment a counter from multiple threads for instance. [41, 2.10
Atomic Directive]

Tile Clause

In OpenACC 2.0, locality can now be expressed better using the tile clause. This clause makes each
loop in a loop nest split into two loops, an outer set of tile loops and an inner set of element loops. The
argument to the clause is a list of tile sizes. That helps with data reuse and through that with optimizing
for performance e.g. some matrix operations. [41, 2.7.7 tile clause]

default(none) Clause on parallel and kernels Directive

“The default(none) clause is optional. It tells the compiler not to implicitly determine a data attribute for
any variable, but to require that all variables or arrays used in the compute region [such as parallel] that
do not have predetermined data attributes to explicitly appear in a data clause for the compute construct
or for a data construct that lexically contains the parallel or kernels construct.” [41, 2.5.12 default(none)
clause]

New Concepts

These are some of the additions, that help with optimization [41, 1.7 Changes from Version 1.0 to 2.0],
[41, 2.7.2–2.7.4 gang, worker, vector clause].

• gang-redundant

• gang-partitioned

• worker-single

• worker-partitioned

• vector-single

• vector-partitioned

• thread

New API Routines

These can help with the interoperability with CUDA and OpenCL code. For instance, there is now a
way to map an existing device memory allocation from CUDA or OpenCL to a variable in OpenACC.
This is possible using [41, 3.2.25 acc_map_data] and [41, 3.2.26 acc_unmap_data]. There are other,
mostly memory management related, new API routines. For detailed information, please consult the
specification and the compilers handbook.

2.7 New Features in OpenMP 4.0

OpenMP 4.0 marks a short departure from the original concepts of OpenMP in some specific and well
defined scenarios such as using an accelerator. OpenMP 4.0 tries to cover not only GPUs, but also
coprocessors such as Intel Xeon Phi, Field-Programmable Gate Arrays and Digital Signal Processors.
[14] OpenMP 4.0 was influenced by OpenACC as some companies, such as Cray, influence both industry
standards. Because OpenACC was released in 2011, the ideas became an inspiration for the current
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release of OpenMP, which was extended to cover accelerators more in general because of the scope
OpenMP always covered. This took two years longer compared to OpenACC 1.0 since OpenMP ABI
have to take into account the legacy of well over a decade and the scope of OpenMP to stay backwards
compatible.

SIMD Constructs

The simd construct can be applied to a loop, so multiple iterations of that loop can be executed at once
using SIMD instructions and for that matter SIMD or vector execution units. The OpenACC equivalent
to simd construct is more or less the vector directive. Use of simd construct places some restrictions on
the structure of associated for-loops. These must have canonical loop form. [49, 2.6 Canonical Loop
Form, 2.8 SIMD Constructs] The collapse clause may specify, how many loops are associated with the
construct. The parameter must be a positive integer value. If no collapse clause is present, the only
loop accociated is the loop following the construct. The safelen clause defines, how many iterations
can be run concurrently without breaking a dependence. In practice, this is the maximum vector length.
[15] There are two other interesting clauses, the linear(list[:linear-step]), which creates a relationship
between the variable’s value and the iteration number. The other one is align(list[:alignment]), which
is a performance oriented optimization. It defines an alignment for the list elements. The default is
alignment for the architecture.
Following is a scalar product example where simd construct can be used.

void sprod(float *a, float *b, int n){
float sum = 0.0f;
#pragma omp for simd reduction(+:sum)
for(int k=0; k<n; k++)

sum += a[k] * b[k];
return sum;

}

Helper functions can be also used inside a loop and still use the simd construct. #pragma omp
declare simd or a very similar line would be used in such instance.

target Constructs

The target construct transfers the control flow to the target device. The transfer of control is sequential
and synchronous. (Asynchronous transfer can be created as a workaround using a parallel for-loop e.g.).
The transfer clauses control direction of data flow and an array notation is used to describe array length.
(SAXPY in OpenMP, map(tofrom:y[0:n] e.g.) [46]
The target data construct does not include a transfer of control, the transfer clauses still control direction
of data flow and the data transfered with it is valid through the lifetime of the target data region. [15]
That means, the environment is lexically scoped.
The target update construct is used to update the data already present on the device.
The target device construct can be used to specify the device used for offloading computation too. The
device identification is a positive integer number.
There is also a define target construct can be used to move data to device. Here is an example:

#pragma omp declare target new-line
declarations-definition-sequence
#pragma omp end declare target new-line

[49, 2.9.4 declare target Directive]
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teams Construct

This construct is there for multi-level parallel devices, such as GPUs. This translates approximately to
OpenACCs gangs. Following clauses can be used:

• num_teams(int)

• thread_limit(int)

• default(shared | none)

• private( list )

• firstprivate( list )

• shared( list )

• reduction( reduction-identifier : list )

On an Intel Xeon Phi, the number of cores is 61, so we use num_teams(61). Each core has 4 threads, so
we use thread_limit(4).

Affinity, Concept of Places

Todays systems are of Non Uniform Memory Access (NUMA). That means, the access time to memory
can be different, depending on the location in the system.
In todays designs of CPUs and the structure of nodes, some threads are closer to each other, than to
other threads. More precisely, the execution units are not spread evenly in a server. To accomodate
smarter scaling, to run certain threads on one processor package could be a great example, there are three
predefined places

• threads - one place per hyper-thread

• cores - one place per physical core

• sockets - one place per processor package

other custom places can be defined by the user. Further, there are affinity policies available

• spread - spread OpenMP threads evenly among places

• close - pack OpenMP threads near master thread

• master - collate OpenMP threads with master thread

There is a clause proc_bind(master | close | spread) [49, 2.5.2 Controlling OpenMP Thread Affinity]
for parallel regions, which sets the affinity policy, the policy for assigning threads to places. There is
also an execution environment routine omp_get_proc_bind, which returns the affinity policy. This can
be used for a subsequent nested parallel region that does not specify a proc_bind clause. [49, 3.2.22
omp_get_proc_bind]

New Environment Variables

There are also new environment variables. OMP_PLACES can be used to define additional places. [49,
4.5 OMP_PLACES] OMP_PROC_BIND can be used to define affinity and has parameters true or false
or a comma separated list of master, close, spread such as:

setenv OMP_PROC_BIND false
setenv OMP_PROC_BIND "spread, spread, close"

The environment variable OMP_DEFAULT_DEVICE can be used to specify the default accelerator,
which is a positive integer value. [49, 4.13 OMP_DEFAULT_DEVICE]
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Other Notable Changes

These are for instance the atomic construct, which is in nature similar to the definition in OpenACC and
the task construct, which has now extensions to support deep task synchronization for example. Support
for Fortran 2003 is now also present. [48]

2.8 CUDA

Compute Unified Device Architecture (CUDA) [34] is a proprietary platform of NVIDIA. It encompasses
hardware, optimized libraries, compiler direktives und extensions for C, C++, Fortran. Many other
programming languages, such as (Haskell, Java, Lua etc.) can be “compiled”, (translated may be more
accurate) into CUDA or there are APIs available, to call CUDA kernels from those. The current version
is CUDA 6. [32]

2.9 OpenCL

Open Computing Language (OpenCL) is a framework which builds on C99 and can be used for pro-
gramming of CPUs, GPUs, DSPs, FPGAs. It is an open standard managed by the Khronos Group and
has some support in most devices currently on the market though the breadth of support varies greatly
and is driver and architecture dependent. The current version is OpenCL 2.0. [47]

2.10 Supported Platforms and Compilers

To the best of my knowledge, the following table is a summary and a short description of OpenACC and
OpenMP support in compilers available at the time of writing. As most compilers do not cover a speci-
fication fully, or have some specialties, there are coments in parentheses. Interesting further information
is linked. A question mark signifies that the information is not readilly available or is very hard to find.
“Out of Tree” (OoT) means, there is a work in progress, but the feature set is not part of any official
release, which may imply performance, feature set or reliability limitations of those implementations.

Compiler OpenACC OpenMP 4.0 [42] Links
GCC 4.8 No No (OMP 3.1)
GCC 4.9 OoT Yes (target execution on host) [44], [43]
LLVM/ Clang 3.4 No OoT (OMP 4.0 targeted at v3.5) [11]
IBM XL compiler family No Partial (OMP 4.0) [9], [10]
Oracle No No (OMP 3.1) [6]
Intel C++/Fortran Studio XE No Yes (XE2013 SP1) [12]
Absoft Pro Fortran No No (OMP 3.0) [8]
NAG Compiler 5.3.1 Fortran No No (OMP 3.0) [29]
PGI Compiler 14.6 Yes No (OMP 3.1?) [18]
CAPS Compilers 3.4.5 Yes No (N/A?) [16]
Cray CCE 8.2 Yes No (OMP 3.1) [24]
Lahey/Fujitsu No No (OMP 2.0) [27]
ROSE Compiler Framework No No (OMP 3.0) [39]
HP C/C++ No No (OMP 2.5) [20]
Microsoft VC++ No No (OMP 2.0) [13]
PathScale EKOPath CS No No (OMP 2.5) [23]
Open64 No No (last release 2011, < OMP 2.5?) [7]
OpenUH Yes (?) No (OMP 3.0, based on Open64) [38], [22]
accULL (Research Compiler) Yes (OACC 1.0) No (last release end of 2013) [21]

Some compilers allow for intermediate compilation of OpenACC accelerated code into OpenCL but they
do not allow to generate the assembly directly. In this manner, OpenACC code can be run on Intel Xeon
Phi without the need for the Intel compiler to support OpenACC.
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If you posses a NVIDIA GPU (Quadro, Tesla, GeForce), you can use CUDA on Windows, Linux and
Mac OS X. This platform is well supported and widely in use. There is plenty of material and developer
support is strong. The code is not very portable, though there is progress in that area and there are ways
to translate CUDA into OpenCL.
OpenCL is used in some extent by all major hardware companies. Intel and AMD are the leaders and
both have plans to support OpenCL 2.0 broadly, though the current support is at OpenCL 1.2 which
is the last version before OpenCL 2.0. NVIDIA supports mostly OpenCL 1.1 with plans for OpenCL
1.2 support through driver update it seems. The OpenCL driver support situation on anything besides
Windows platform is not very strong and the quality varies greatly. Other industry players, such as ARM,
Texas Instruments, Qualcomm, Samsung and others also provide some OpenCL support, but these are
not strong players in the HPC area.

3 Example implementation

3.1 Motivation for Accelerated Sorting Algorithm

The main idea behind trying to sort on the GPU was the immense parallelism compared to a CPU. This
could be used to sort e.g. “big data” [31] on a GPU, where they have been processed before. Also,
sorting is not covered in most parallelization examples elsewhere, so this work was a short study in an, to
the best of my knowledge, unexplored area2 and an attempt to assess the viability of the implementation
of the sorting algorithm “Bitonic Sort” [28] presented in this work as well.

3.2 Hardware and Software Environment

The environment for measurement was split between two accelerated systems and a CPU only system,
which was private and therefore accessible at any time. It would be a valid comparison point to a certain
point, since it is a dual socket system and the inter-processor communication can therefore be taken into
account, which would not be possible in a single socket system.
This system probably has about the same performance as a brand new non quad-core laptop, but dual-
core with hyper-threading and both memory channels allocated with faster DDR3 RAM. Measurement
was not done on the system equiped with 2x Intel Xeon E5140, since this systems performance is not
comparable to current HPC grade systems. This system was used solely as a base target for development,
since some behaviour patterns are similar to newer systems.
Development was done on a laptop system with Intel Core i7-2620M, 4GB RAM, no accelerator device,
Linux kernel 3.14 and GCC 4.9. Further adjustments in source code have been done on the measurement
systems between test runs as needed and the system mentioned above since using all threads at 100% on
a laptop is not feasible, if other work has to be done.
The kernel version has been obtained using uname -r Linux command.

Intel MIC [3] NVIDIA Tesla [2] CPU only
2xIntel Xeon X5680@3.33GHz 2xIntel Xeon E5620@2.40GHz 2xIntel Xeon E5140@2.33GHz
max. 24 (2x 6x 2) threads max. 16 (2x 4x 2) threads max. 4 (2x 2) threads
24GB RAM 24 GB RAM 20 GB (4x1 + 4x4) RAM
Intel Xeon Phi KC class 1xS2050 Fermi (12 GB RAM) N/A
2.6.32.12-0.7-default 2.6.32.59-0.7-default 3.13-0.bpo.1-amd64
Intel C Compiler v14.0.2.144 PGI C Compiler 14.1 and 14.6 GCC 4.7.2

The PGI C Compiler 14.6 was only used for testing. For performance measurement, PGI C Compiler
14.1 was used.
Since the effectiveness of the execution drops rapidly3, if we want to execute the algorithm on more
threads, than actually available, the CPU only measurement will be limited to the maximum number of
threads available on each system.

2At least for the autor
3The data to back up this claim can be found in appendix section 7
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3.3 Bitonic Sort

Bitonic sort [26], [28], [45] has a complexity of Θ(n · log(n)2).
The input is an array of positive integers. We split this array into half resursively so that we at some point
get an array with one element. Such array is by definition sorted. Then, we merge this array with another.
This we do in parallel for many such one-element arrays. Each second array is sorted descreasingly. We
get a small “zig-zag” type array, for better imagination. Then we compare the first element of the first
array, with the first element of the second array and the second element of the first array with the second
element of the second array etc. This gets repeated until we do not have any remaining array of the same
size. Then, the array is sorted. Obviously, this simple implementation does not sort arrays, whose length
cannot be described with 2n.

3.4 Implementation

The actual implementation of bitonic sort using OpenACC in particular turned out to be difficult for var-
ious, partly unforeseable, reasons. The original code, which was implemented in a similar manner to the
implementation by Hans Werner Lang at Fachhochschule Flensburg [28], performed worse when paral-
lelised with OpenMP or OpenACC. A second implementation, based partly on [1] did not produce valid
results beoynd 4 threads (using OpenMP), so an implementation using OpenACC was not feasible. The
last and current implementation is based partly on the implementation by Prof. Dr.-Ing. Philipp Slusallek
and Javor Kalojanov PhD at Saarland University [45], which was, as I have been informed by Dr. Kolo-
janov, abstracted from the CUDA SDK. This implementation was used for parallelization OpenACC and
OpenMP, which will be coverd in the following subsections. The current code provided valid results for
the OpenMP CPU only implementation and was fairly easy to implement. The implementation seemed
to perform well so the next step, parallelization using OpenACC seemed feasible.

3.4.1 Parallelization using OpenACC

After getting to know the PGI C Compiler used on the OpenACC equiped system, where the C flags
are different compared to GNU C Compiler and Intel C/C++ Compiler and getting to know the flags
for OpenACC (-acc,-Minfo=accel,time e.g.), the testing could begin. After a fair amount of work and
research, two important findings came out. First, with minor changes to the pragma in the implemen-
tation, either, the code performed in single thread and produced validated results, or the code perfomed
in parallel and did produce unsorted result for small sized arrays and increasingly better sorted results
for larger arrays. The performance for single thread was not feasible for any further use, the perfor-
mance for for the parallel implementation seemed very competitive for an array size of 268435456 244
compared to 12 thread CPU only (2xIntel Xeon E5620@2.40GHz) implementation, but the results still
were not sorted entirely and therefore could not be used for comparison with verifiably sorted arrays.
The likely reason for this behaviour is the different approach to the use of memory. Where OpenMP
implies shared memory, OpenACC does not by default assume shared memory and pointers in a for
loop are not executed atomically by consequence. With this finding, embedding atomic pragmas into
the incriminating loop would most likely resolve the problem, and, as a side effect, have probably some
negative performance impact. Implementing atomic pragmas turned out to be impossible with the current
PGI C Compiler [18, Section 2.6.6. OpenACC Atomic Support] as only atomic addition and subtraction
are supported as of PGI C Compiler 14.6; in 14.1, they are not supported at all. As of 14.4, there is a
possibility of embedding CUDA code. There, the atomicCAS - compare and swap [33], might actually
solve the issue but implementing that would be beyond the scope of this work. Because the code does
not produce valid results, only the code for the parallel implementation will be provided with comments
suggesting the use of atomics in the code. No specific performance results can be provided, because the
comparison would not be useful for obvious reasons.
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Parallelization using OpenMP

Parallelizing for the CPU only execution was easy, after the original code was written sufficiently well.
At least for a few threads, the speedup was quite good as well. The story changes quickly, when speaking
of the Intel Xeon Phi. There are two options for running the code on Intel Xeon Phi. There is the native
option (use -mmic flag) and the possibility of offloading from host. The main implementation difference
between the OpenACC and the OpenMP version is, the OpenACC loop nest is executed as a whole on the
GPU. For the OpenMP, only the most inner loop is actually offloaded to the accelerator. The question,
which of these approaches is more efficient remains to be answered. For reasons unknown at this point,
the native version did not work. It might be some technicality, like missing libraries or wrong setup or
there is a bug in the code, which exposes itself only on the Intel Xeon Phi, as the architecture of the cores
is so different compared to regular, current day CPUs. The offloaded version did perform quite poorly,
but not as bad as a single threaded OpenACC code on a GPU. Also, the array actually was verified to
be sorted. This really has to do with the design differences between OpenACC and OpenMP. The actual
implementation can be found in the appendix 7, some performance measurements will be provided in
the subsection 4.2 since this is obviously a work in progress.

3.5 Limitations

As mentioned in subsection 3.3, bitonic sort as is cannot sort arrays, whose length cannot be described
with 2n. So we can sort an array of length 2 · 2n, such as 8, but not 7 or 9 or, for that matter, any other
odd number besides 1, which is axiomatically sorted. This matter is mentioned in subsection 5.2 as well.
Further limitations continue to be the quality of the algorithm itself. There are some other more efficient
algorithms available, such as RADIX sort in certain cases or parallel implementations of quick or merge
sort, but finding the most efficient algorithm was not the objective of this work, it was to delve into
programming in OpenACC and using the OpenMP for comparison. This does not mean, the performance
comparison is out of place or that it is not a useful application, this is merely a hint there might be ways
to optimize on the algorithm level.
Of course, another limitation of the OpenACC accelerated code lays in the lack any multi-platform free
and open-source compiler that would support AMD manufactured accelerators as well. GCC targets
NVIDIA products mainly. [50], [17], [37] The OpenMP code for Intel Xeon Phi would also be harder to
run with GCC, than with the Intel compiler as the OpenMP 4.0 support still is not feature complete. The
target directive executes on host. [44]
The limitation of the testing done are non consistent CPUs between systems, different Linux kernels used
and different compilers used. The implementation for accelerators is not CPU bound because the main
work is done on accelerator. Also the random number array is not measured, so it does not influence the
runtime. What does matter is, that the array is different each time, so there is some variation between
runs. This error can be eliminated using simple arithmetic mean on a statistically significant number
of runs. Getting exact runtimes also was not the focus of this particular testing, it was the scaling and
speedup of particular implementations.

4 Experimentation Results

4.1 Theoretical Targets

The main target is to achieve performance similar to mergesort without the need to use a helper array,
since memory is scarse on accelerators at present. Also, the implementation should scale well and idealy
sort any array size. See subsection 5.2

Comparison to Single-Threaded Mergesort

In theory, if every comparison in a step of bitonic sort can be executed in parallel, the complexity of
bitonic sort should become Θ(n · log(n)). That is the complexity of mergesort as well. Mergesort is
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a well known algorithm similar to bitonic sort in its approach of the problem. The main difference is,
mergesort is suited best for sequential data. Also, naïve mergesort implementations need a helper array
of the same size as the array to be sorted. [26] Mergesort is used widely because of its better worst case
behaviour. Also, mergesort is very fast and using bitonic sort is very hard to beat. It the measurements
included in this work, mergesort was the best for single-threaded scenarios across the board, but this
advantage disapeared when using at least 2 cores for smaller array sizes and 4 cores for larger arrays.
With larger array sizes, there would be a growing need for more cores to keep pace with single-threaded
mergesort. The implementation of mergesort can be found in the appendix 7.

4.2 Results

Only a subset of measurements is included, since the focus is on scaling and behaviour, not so much
on absolute numbers. Also, since the performance of offloading to Intel Xeon Phi is not comparable to
the CPU only implementation, only a few measurements for this implementation have been made. See
the graph in appendix 2. The axises are in logarithmic scale, so even a small difference is a big one.
Actually, the runtime difference between the fastest run ( 70 seconds) of bitonic sort and the slowest
( 595 seconds) is about 525 seconds for the largest array, the Intel Xeon Phi implementation needs 4510
seconds to complete, which is made obvious by the fact, that the point is not included in the graph. We
can also observe the overhead of offloading and the overhead for many OpenMP threads, both of which
is substantial. For small arrays, using one or two threads may be the most efficient way to sort them.

4.3 Scaling

For the pure CPU version of bitonic sort, the scaling is near linear first and with more than 8 threads, the
efficiency drops. Sometimes, more threads makes the computation slower. Interestingly, thread counts
of power of two or counts matching the number of physical cores seems to improve the performance a
bit. Some scaling still occurs with hyper-threads but the extent depends on hardware. In such a case,
more information about affinity could boost the performance. The use of more threads than physically
available is strongly discouraged since the performance drops rapidly; most likely because of context
switching. See section 7

5 Discussion

5.1 Lessons learned

This work was a valuable lesson in many areas. The relativelly new specifications have been studied,
programms using OpenACC and OpenMP were created. New approaches to problems had to be found
constantly, which was a motivation for further research, a great deal of thinking and mostly lots of
communication and managing. That enabled better understanding of the process of writing a scientific
work and discovering new considerations when writing code such as dependence of iterations of a loop.
Most of all, this work showed the importance of good time management as that was always a problem,
when unexpected issues arised.

5.2 Future Development

There are plans to implement a combination of bitonic and merge sort or an algorithm that splits any
array into subarrays sortable using bitonic sort, so that we can use the parallelism of accelerators, but
at the same time sort any array. Because each number can be split in a sum of powers of 2 such as
7 = 22 + 21 + 20, this aproach should work. The main obstacle is efficient allocation of these powers to
threads and the memory efficient merging of sorted arrays.
More imediate plans are to make the OpenACC version of the code actually work. This should be possi-
ble using the CUDA workaround mentioned in subsubsection of 3.4.1 or the atomic directive, when ac-
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tually fully implemented in the compiler used. There should be more work concerning the performance
of both OpenACC and OpenMP implementations, which is not satisfactory as is. Better performance
should be achievable through better understanding of the intricacies and by exploiting more debugging
techniques. Also, the measurements could be done on another system using a NVIDIA Kepler architec-
ture based accelerator. [5] Ideally, with better compiler support, measurement on AMD GCN [4] based
accelerators could be done too. Last but not least, serious measurement should be done on a system with
the same software and hardware equipment, such as the same Linux kernel, compiler, the same CPU(s),
motherboard and RAM.

6 References

Please note, the online links have been obtained or verified to be available by 16th of June 2014. Through-
out the work, the essential information is provided, most of the online information should be accessible
in the same, or slightly changed form well beyond the date this work stays current. That means until the
next major release of the OpenACC or OpenMP specification, related compilers and hardware.
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case till 32 threads, where we observe another significant drop. The most efficient execution seems to be
the execution on physical cores only, without using hyper-threading. For small arrays, such as 211 and
212 in this instance 1, parallel execution actually can be slower, because there is thread communication
and OpenMP environment overhead. For single threaded execution was therefore used a binary compiled
without the corresponding OpenMP C flag.

#include <stdlib.h>
#include <stdio.h>
#include <time.h>

#define ASCENDING 1
#define DESCENDING 0

struct timespec startwtime, endwtime;
double seq_time;

__declspec(target(mic))
int *genArray;
__declspec(target(mic))
int arraySize;
int power = 0;

void generator(int size);
void printArray(int size);
char verify(int size);
void getPower(int size);

int main(int argc, char *argv[]){

clock_gettime(CLOCK_REALTIME,&startwtime);
srand((unsigned int)startwtime.tv_nsec);

printf("The array size you want (integer): \n");
scanf("%d", &arraySize);
if(arraySize == 0){

printf("Really, type in an integer larger 0...\n");
scanf("%d", &arraySize);

}

genArray = malloc(arraySize*sizeof(int));
generator(arraySize);

clock_gettime(CLOCK_REALTIME,&startwtime);

getPower(arraySize);

if(power != 0){
#pragma omp target data map(tofrom:genArray[0:arraySize])
{
#pragma acc data copy(genArray[0:arraySize])

for (int k = 2; k <= arraySize; k *= 2) //Parallel bitonic sort
{
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for (int j = k / 2; j>0; j /= 2) //Bitonic merge
{

int cnt = arraySize;
#pragma omp target
#pragma omp parallel for
#pragma acc kernels loop independent \

present(genArray[0:arraySize])
for (int threadid = 0; threadid < cnt; ++threadid)
{

//#pragma acc atomic capture --> speculation
{
// XOR
int index = threadid ^ j;
// Which section of the array are we in?
if (index > threadid)
{

if ((threadid & k) == 0) // ascending - descending
{

if (genArray[threadid] > genArray[index])
{

int t;
t = genArray[threadid];
genArray[threadid] = genArray[index];
genArray[index] = t;

}
}
else
{

if (genArray[threadid] < genArray[index])
{

int t;
t = genArray[threadid];
genArray[threadid] = genArray[index];
genArray[index] = t;

}
}

}
}

}
}

}
}
}

clock_gettime(CLOCK_REALTIME,&endwtime);
seq_time = (double)((endwtime.tv_nsec - startwtime.tv_nsec)/1.0e9

+ endwtime.tv_sec - startwtime.tv_sec);

if(verify(arraySize) == 1){

printf("The array is verified to be sorted!\n"
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"It sorted in %f s\n", seq_time);
} else{

printf("Something went wrong, because the array isn’t sorted!\n"
"It still took %f s\n to complete", seq_time);

}

free(genArray);
return 0;

}

// HELPER FUNCTIONS

/* Computes the power of 2, by which an array can be expressed */
void getPower(int size){

int i;

for(i=1; i<arraySize; i*=2){
power += 1;

}
}

/* Generates a semi-random array of integers */
void generator(int size){

int i;

for(i = 0; i < size; i++){
genArray[i] = (int) rand() % 3571;

}
}

/* Function for printing an array */
void printArray(int size){

int i;
for (i=0; i < size; i++){

if(i % 10 == 0)
printf("\n");
printf("%d\t", genArray[i]);

}
}

/* Function for verifying */
char verify(int size){

int i;
for(i = 1; i < size; i++){

if(genArray[i - 1] <= genArray[i]){
} else {return 0;}

}
return 1;

}
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Figure 1: Scaling with the number of threads
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